
 Tools for High Performance Computing 2013:   5. Parallel computations                                                                                                                                               66

Parallel computations: threads, OpenMP and such 

• A central concept in modern operating systems is the process1. 
- It can be defined as a single series of machine instructions managed by the operating system kernel.
- It has its own

1) memory area
2) process stack
3) program counter

- New processes in Unix are can be created by e.g. the fork() system call:

- Different processes can communicate with each other by various means: pipes, sockets, message queues, shared mem-
ory, semaphores.
- However, all communication using these methods must be written explicitely by the programmer.

- As the whole memory space of the parent process must be copied to the child forking new processes is a relatively slow 
operation. 

1. Partly adopted from http://www.llnl.gov/computing/tutorials/pthreads/

#include <stdio.h>
#include <stdlib.h>
#include <sys/types.h>
#include <unistd.h>

main (int argc, char **argv)
{
  pid_t pid;

  pid=fork();
  if (pid==0) 
    printf("Hello I”m the child!\n");
  else if (pid>0)
    printf("I”m the parent and I forked process %d.\n",(int)pid);
  else
    printf("fork failed!\n");

}

threads> gcc fork.c
threads> a.out
Hello I’m the child!
I’m the parent and I forked process 7960.
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• Threads can be thought as lightweight processes working in parallel within one process.

- Threads duplicate only the essential resources it needs to be independently schedulable.
- Threads of the same process share most things as opposed to distinct processes:
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Parallel computations: threads, OpenMP and such 
- Different threads of the same process are scheduled separately.

- Because threads share the same memory space communication is straigthforward: shared memory.
- However, this also means trouble.

- Imagine a situation where two threads update the same variable: i=i+1
- The steps of the operation are

1) Load i
2) Increment i
3) Store i

- If thread t1 loads i between steps 1 and 2 of thread t0 then the result of thread t0 is lost.
- This can be prevented by using so called mutexes.
- This shows that although explicit communication (as in MPI) is not needed in threads it is the responsibility of the 

programmer to ensure the proper co-operation of the threads.
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Parallel computations: threads, OpenMP and such 

- Comparing the speeds of process and thread creation can be demonstrated by the following program1:

1. Note that we are now using C because there are no thread libraries for Fortran. 

#include <pthread.h>
#include <stdlib.h>
#include <unistd.h>
#include <time.h>
#include <sys/time.h>
#define N 10000

void *thread_function(void *arg) {return NULL;}

int main(void) {
  pthread_t mythread;
  int i,j;
  clock_t t;
  struct timeval tv0,tv1;
  struct timezone tz;
  double sec;
  pid_t pid;  
  
  t=clock(); gettimeofday(&tv0, &tz);
  for (i=1;i<N;i++) {
    j=pthread_create(&mythread,NULL,thread_function,NULL);
    j=pthread_join(mythread,NULL);
  }
  gettimeofday(&tv1, &tz); t=clock()-t;
  sec=(double)(tv1.tv_sec-tv0.tv_sec)+(double)(tv1.tv_usec-tv0.tv_usec)/1e6;
  printf("Thread: %g %g\n",(double)t/(double)CLOCKS_PER_SEC,sec);
  t=clock(); gettimeofday(&tv0, &tz);
  for (i=1;i<N;i++) {
    pid=fork();
    if (pid==0) exit(0);
  }
  gettimeofday(&tv1, &tz); t=clock()-t;
  sec=(double)(tv1.tv_sec-tv0.tv_sec)+(double)(tv1.tv_usec-tv0.tv_usec)/1e6;
  printf("Fork  : %g %g\n",(double)t/(double)CLOCKS_PER_SEC,sec);
}

threads> gcc fork_vs_thread.c -lpthread
threads> a.out
Thread: 1.08 1.18018
Fork  : 1.21 8.76349
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Parallel computations: threads, OpenMP and such 

- POSIX threads standard defines a set of subroutines (or an API1) to handle threads. These are implemented also in 
Linux.

- Posix threads API contains
- Thread management: The first class of functions work directly on threads - creating, detaching, joining, etc. They 

include functions to set/query thread attributes (joinable, scheduling etc.)
- Mutexes: The second class of functions deal with synchronization, called a "mutex", which is an abbreviation for 

"mutual exclusion". Mutex functions provide for creating, destroying, locking and unlocking mutexes. They are also 
supplemented by mutex attribute functions that set or modify attributes associated with mutexes.

- Condition variables: The third class of functions address communications between threads that share a mutex. They 
are based upon programmer specified conditions. This class includes functions to create, destroy, wait and signal 
based upon specified variable values. Functions to set/query condition variable attributes are also included

- Initially when a program is started it contains one thread. 
- A new thread is created by routine pthread_create:

int pthread_create(pthread_t *thread, pthread_attr_t *attr, void 
*(*start_routine)(void *), void *arg);

- A thread exits by calling pthread_exit:
void pthread_exit(void *retval);

- To wait for another thread to terminate one can use the routine pthread_join:
int pthread_join(pthread_t th, void **thread_return);

1. Application Program Interface
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- A simple example1:

1. All programs can be downloaded from http://www.physics.helsinki.fi/courses/s/stltk/progs/threads/

#include <pthread.h>
#include <stdlib.h>
#include <unistd.h>

void *func(void *arg) {
  sleep(2);
  printf("Hello world!\n");
  sleep(2);
  return NULL;
}

int main(void) {
  
  pthread_t tid;
  
  if (pthread_create(&tid,NULL,func,NULL)) {
    printf("Error creating thread.");
    abort();
  }

  if (pthread_join(tid,NULL)) {
    printf("Error joining thread.");
    abort();
  }

  exit(0);
}

threads> gcc thread1.c -lpthread
threads> a.out
Hello world!

main

func

exit

The new thread exits when it returns from the
thread routine (its ‘main’).
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- There are several ways in which a thread may be terminated:

1. The thread returns from its starting routine.
2. The thread makes a call to the pthread_exit subroutine.
3. The thread is canceled by another thread via the pthread_cancel routine.
4. The entire process is terminated due to a call to either the exec or exit subroutines. 

#include <pthread.h>
#include <stdio.h>
#include <stdlib.h>
#include <sys/types.h>
#include <unistd.h>
#define NUM_THREADS  5

void *PrintHello(void *threadid)
{
  printf("Hello from thread %d (%d).\n", threadid,(int)getpid());
  pthread_exit(NULL);
}

int main(int argc, char *argv[])
{
  pthread_t threads[NUM_THREADS];
  int rc, t;
  for(t=0;t<NUM_THREADS;t++){
    printf("Creating thread %d\n", t);
    if (pthread_create(&threads[t],NULL,PrintHello,(void *)t)) {
      printf("ERROR; return code from pthread_create() is %d\n", rc);
      exit(-1);
    }
  }
  pthread_exit(NULL);
}

llnl> gcc thread_exit.c -lpthread
llnl> a.out
Creating thread 0
Creating thread 1
Creating thread 2
Creating thread 3
Creating thread 4
Hello from thread 0 (18143).
Hello from thread 1 (18143).
Hello from thread 2 (18143).
Hello from thread 3 (18143).
Hello from thread 4 (18143).
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- A thread can wait for another one to finish by calling the pthread_join function:

int pthread_join(pthread_t th, void **thread_return)

#include <pthread.h>
#include <stdlib.h>
#include <unistd.h>

int n=0;

void *thread_function(void *arg) {
  int i;
  n++;
  return NULL;
}

int main(void) {
  pthread_t mythread;
  int i;
  
  for (i=0;i<10;i++) {
    if (pthread_create( &mythread, NULL, thread_function, NULL)) {
      printf("error creating thread.");
      exit(-1);
    }
    if (pthread_join(mythread,NULL)) {
      printf("error joining thread.");
      exit(-1);
    }
  }
  printf("%d\n",n);
  exit(0);
}

threads> gcc thread_join.c -lpthread
threads> a.out
10
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- Thread creation routine allows the programmer to pass one pointer to the new thread.
- The pointer must be cast as (void * ).

#include <pthread.h>
#include <stdlib.h>
#include <unistd.h>

#define MAXTH 5

struct argu {
  int i;
  char *c;
};

void *thread_function(void *arg) {
  struct argu *thargu;
  thargu=(struct argu *)arg;
    printf("%d: %s (%x)\n",thargu->i,

thargu->c,(int)pthread_self());
  return NULL;
}

int main(void) {
  pthread_t mythread;
  int i;
  char *msg[MAXTH];
  struct argu thargu[MAXTH];

  msg[0]="Thread 0";
  msg[1]="Säie   1";
  msg[2]="Nauha  2";
  msg[3]="Nuora  3";
  msg[4]="Lanka  4";

threads> gcc thread_arg.c -lpthread
threads> a.out
0: Thread 0 (b7fe0bb0)
1: Säie   1 (b7fe0bb0)
2: Nauha  2 (b7fe0bb0)
3: Nuora  3 (b7fe0bb0)
4: Lanka  4 (b7fe0bb0)

    for (i=0;i<MAXTH;i++) {
    thargu[i].i=i;
    thargu[i].c=msg[i];
    if (pthread_create(&mythread,NULL,
           thread_function,(void *)&thargu[i])) {
      printf("error creating thread.");
      exit(-1);
    }
    if (pthread_join(mythread,NULL)) {
      printf("error joining thread.");
      exit(-1);
    }
  }
  exit(0);
}
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- Note that we have an array of thread argument structs. Let’s see what happens when we replace the array with one 

pointer and replace the pthread_join by sleep:

#include <pthread.h>
#include <stdlib.h>
#include <unistd.h>

#define MAXTH 5

struct argu {
  int i;
  char *c;
};

void *thread_function(void *arg) {
  struct argu *thargu;
  thargu=(struct argu *)arg;
  printf("%d: %s (%x)\n",
    thargu->i,thargu->c,(int)pthread_self());
  return NULL;
}

int main(void) {
  pthread_t mythread;
  int i;
  char *msg[MAXTH];
  struct argu thargu;

threads> gcc thread_arg_wrong.c -lpthread
threads> a.out
4: Lanka  4 (b7fe0bb0)
4: Lanka  4 (b75dfbb0)
4: Lanka  4 (b61ddbb0)
3: Nuora  3 (b6bdebb0)
4: Lanka  4 (b57dcbb0)

  msg[0]="Thread 0";
  msg[1]="Säie   1";
  msg[2]="Nauha  2";
  msg[3]="Nuora  3";
  msg[4]="Lanka  4";
  
  for (i=0;i<MAXTH;i++) {
    thargu.i=i;
    thargu.c=msg[i];
    if (pthread_create(&mythread,NULL,

thread_function,(void *)&thargu)) {
      printf("error creating thread.");
      exit(-1);
    }
  }
  sleep(5);
  exit(0);
}

!

Before a new thread is started the main
thread has already changed the fields
of thargu.
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- Joining is a way to synchronize thread execution. 

- Function call pthread_join(threadid) blocks the calling thread until the thread threadid terminates.
- As mentioned a thread is terminated if it returns from its initial routine or calls pthread_exit.

- Attributes of a thread can be changed so that it is not joinable by setting the appropriate argument in 
pthread_create. 

- A joinable thread can be detached (i.e. made unjoinable) by the routine pthread_detach.

Worker thread
Worker thread

Master thread pthread_create()

Worker thread
pthread_exit()

pthread_join()
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Parallel computations: threads, OpenMP and such 

- A more elaborate example of joining1:

1. http://www.llnl.gov/computing/tutorials/pthreads/samples/join1.c

#include <pthread.h>
#include <stdio.h>
#include <stdlib.h>
#define NUM_THREADS  3

void *BusyWork(void *null) {
  int i;
  double result=0.0;
  for (i=0; i<1000000; i++) {
    result = result + (double)random();
  }
  printf("Thread result = %e\n",result);
  pthread_exit((void *) 0);
}

int main(int argc, char *argv[]) {
  pthread_t thread[NUM_THREADS];
  pthread_attr_t attr;
  int rc, t, status;
  
  /* Initialize and set thread detached attribute */
  pthread_attr_init(&attr);
  pthread_attr_setdetachstate(&attr, PTHREAD_CREATE_JOINABLE);
  
  for(t=0;t<NUM_THREADS;t++) {
    printf("Creating thread %d\n", t);
    if (rc=rpthread_create(&thread[t],&attr,BusyWork,NULL)) {
      printf("ERROR; return code from pthread_create() is %d\n", rc);
      exit(-1);
    }
  }

  
  /* Free attribute and wait for the other threads */
  pthread_attr_destroy(&attr);
  for(t=0;t<NUM_THREADS;t++) {    
    if (rc=pthread_join(thread[t], (void **)&status)) {
      printf("ERROR return code from pthread_join() is %d\n", rc);
      exit(-1);
    }
    printf("Completed join with thread %d status= %d\n",t, status);
  } 

  pthread_exit(NULL);
}

threads> gcc thread_join1.c -lpthread
threads> a.out
Creating thread 0
Creating thread 1
Creating thread 2
Thread result = 1.072782e+15
Thread result = 1.073960e+15
Completed join with thread 0 status= 0
Thread result = 1.074233e+15
Completed join with thread 1 status= 0
Completed join with thread 2 status= 0
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- Stacksizes of threads can be manipulated by the routines  

pthread_attr_getstacksize(attr,stacksize)
pthread_attr_setstacksize(attr,stacksize)
pthread_attr_getstackaddr(attr,stackaddr)
pthread_attr_setstackaddr(attr,stackaddr) 

- For example:
#include <pthread.h>
#include <stdlib.h>
#include <unistd.h>

pthread_attr_t attr;

void *func(void *arg) {
  size_t stack;
  pthread_attr_getstacksize(&attr,&stack);
  printf("Stacksize in thread: %d.\n",(int)stack);
  return NULL;
}

int main(void) {
  pthread_t tid;
  size_t stack;

  pthread_attr_init(&attr);
  pthread_attr_getstacksize(&attr,&stack);
  printf("Default stacksize: %d.\n",(int)stack);
  stack*=2;
  pthread_attr_setstacksize(&attr,stack);
  pthread_create(&tid,&attr,func,NULL);
  pthread_join(tid,NULL);

  exit(0);
}

threads> gcc thread_stack.c -lpthread
threads> a.out
Default stacksize: 10485760.
Stacksize in thread: 20971520.

Note how the thread attributes are changed:
pthread_attr_t attr;
pthread_attr_init(&attr);

Then you can set or query1 thread properties by routines:
pthread_attr_setdetachstate()
pthread_attr_setscope()
pthread_attr_setguardsize()
pthread_attr_setstack()
pthread_attr_setinheritsched()
pthread_attr_setstackaddr()
pthread_attr_setschedparam()
pthread_attr_setstacksize()
pthread_attr_setschedpolicy()

and give the attr as a argument to pthread_create.

1. replace set®get 
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- Function pthread_self returns the thread identifier of the running thread:

pthread_t pthread_self(void);
- Function pthread_equal returns zero if the two thread identifiers equal:

int pthread_equal(pthread_t thread1, pthread_t thread2);
- Note that although thread ids seem to be integers it is not wise to use the C comparison operator == to compare 

threads because the ids are opaque objects and are supposed to be accessed only by the pthread functions.
(From /usr/include/bits/pthreadtypes.h:

/* Thread identifiers */
typedef unsigned long int pthread_t;
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- Function pthread_once executes the init_routine exactly once in a process. The first call to this routine by any 

thread in the process executes the given init_routine, without parameters. Any subsequent call will have no 
effect.

pthread_once_t once_control = PTHREAD_ONCE_INIT;
int pthread_once(pthread_once_t *once_control, void (*init_routine) (void));

#include <pthread.h>
#include <stdlib.h>
#include <unistd.h>

pthread_once_t once_control = PTHREAD_ONCE_INIT;

void *init_routine(void) {
  printf("Initializing %d.\n",(int)once_control);
  return NULL;
}

void *thread_function(void *arg) {
  pthread_once(&once_control,init_routine);
  return NULL;
}

int main(void) {
  pthread_t mythread;
  int i;
  
  for (i=0;i<10;i++) {
    if (pthread_create( &mythread, NULL, thread_function, NULL)) {
      printf("error creating thread.");
      exit(-1);
    }
    if (pthread_join(mythread,NULL)) {
      printf("error joining thread.");
      exit(-1);
    }
  }
  exit(0);
}

threads> gcc thread_once.c -lpthread
thread_once.c: In function ‘thread_function’:
thread_once.c:13: warning: passing arg 2 of ‘pthread_once’ from incompatible pointer type
threads> a.out
Initializing 1.
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- As we have seen the programmer has to be careful in order not to make a mess of the threads accessing common vari-

ables simultaneously.
- Note that all threads of the same process are scheduled separately. This means that they are not by default synchro-

nized in any way. This is left for the programmer.

- One tool for synchronizing and protecting shared data when simultaneous writes occur is the use of mutexes 
(mutex  mutual exclusion).

- A mutex variable acts like a "lock" protecting access to a shared data resource. 
- Only one thread can lock (or own) a mutex variable at any given time. 
- No other thread can own that mutex until the owning thread unlocks that mutex. 

- Remember the simple example of a variable i incremented simultaneously by many threads:
1) Load i
2) Increment i
3) Store i

- A typical sequence in the use of a mutex is as follows:
1. Create and initialize a mutex variable.
2. Several threads attempt to lock the mutex.
3. Only one succeeds and that thread owns the mutex.
4. The owner thread performs some set of actions.
5. The owner unlocks the mutex.
6. Another thread acquires the mutex and repeats the process.
7. Finally the mutex is destroyed.

- When several threads compete for a mutex, the losers block at that call.
- An unblocking call is available with "trylock" instead of the "lock" call.
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- A mutex is of type pthread_mutex_t:

pthread_mutex_t mutex_variable;
- It is initialized by the function pthread_mutex_init:

int pthread_mutex_init(pthread_mutex_t *mutex_variable, 
const pthread_mutexattr_t *mutexattr);

- If you are satisfied with the default attributes the call can be simplified as 
pthread_mutex_init(&mutex_variable,NULL);

- The critical regions that only one thread should be executing at a time must be surrounded by the lock and unlock rou-
tine calls:

pthread_mutex_lock(&mutex_variable);
/* Only one thread executes this. */
...
pthread_mutex_unlock(&mutex_variable);

- When a mutex is no more needed it is destroyed by 
pthread_mutex_destroy(&mutex_variable);
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- A real example of a race condition:

#include <pthread.h>
#include <stdlib.h>
#include <unistd.h>

#define NTHREADS 10
#define JMAX 100
int n=0,nmax=10000;

void *thread_function(void *arg) {
  int i;
  for (i=0;i<nmax;i++) n++;
  return NULL;
}

int main(void) {
  pthread_t mythread[NTHREADS];
  int i,j;
  
  for (j=0;j<JMAX;j++) {
    n=0;
    for (i=0;i<NTHREADS;i++) {
      if (pthread_create(&mythread[i],NULL,

thread_function,NULL)) {
printf("Error creating thread.");
exit(-1);

      }
    }
    for (i=0;i<NTHREADS;i++) {
      if (pthread_join(mythread[i],NULL)) {

printf("Error joining thread.");
exit(-1);

      }
    }
    printf("%d ",n);
  }
  exit(0);
}

threads> gcc thread_nomutex.c -lpthread
threads> a.out
100000 100000 84326 42374 100000 62151 50738 100000 100000 100000
100000 91099 100000 100000 90267 75141 69221 85619 95413 100000
86413 71398 100000 100000 69553 85787 69494 100000 100000 100000
100000 100000 100000 100000 100000 71932 87371 100000 100000 88332
100000 100000 83665 100000 100000 67910 100000 100000 100000 75437
100000 100000 76236 100000 100000 100000 66852 54856 54190 100000
59509 85602 75169 98049 100000 63484 88433 100000 100000 74665
100000 100000 85254 86860 92991 100000 100000 96001 83891 100000
100000 100000 87201 100000 81207 91372 70503 97963 100000 100000
71715 100000 100000 100000 100000 58840 100000 92083 100000 59735

Many threads trying to do this simultaneously.
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- Use of a mutex variable ensures that only one thread updates the variable at a time.

#include <pthread.h>
#include <stdlib.h>
#include <unistd.h>
#define NTHREADS 10
#define JMAX 100
int n=0,nmax=10000;
pthread_mutex_t xetum;

void *thread_function(void *arg) {
  int i;
  for (i=0;i<nmax;i++) {
    pthread_mutex_lock(&xetum);
    n++;
    pthread_mutex_unlock(&xetum);
  }
  return NULL;
}

int main(void) {
  pthread_t mythread[NTHREADS];
  int i,j;
  pthread_mutex_init(&xetum,NULL);
  for (j=0;j<JMAX;j++) {
    n=0;
    for (i=0;i<NTHREADS;i++) {
      if (pthread_create(&mythread[i],NULL,thread_function,NULL)) {

printf("Error creating thread.");;exit(-1);
      }
    }
    for (i=0;i<NTHREADS;i++) {
      if (pthread_join(mythread[i],NULL)) {

printf("Error joining thread."); exit(-1);
      }
    }
    printf("%d ",n);
  }
  pthread_mutex_destroy(&xetum);

exit(0);
}

threads> gcc thread_mutex.c -lpthread
threads> a.out
100000 100000 100000 100000 100000 100000 100000 100000 100000 100000
100000 100000 100000 100000 100000 100000 100000 100000 100000 100000
100000 100000 100000 100000 100000 100000 100000 100000 100000 100000
100000 100000 100000 100000 100000 100000 100000 100000 100000 100000
100000 100000 100000 100000 100000 100000 100000 100000 100000 100000
100000 100000 100000 100000 100000 100000 100000 100000 100000 100000
100000 100000 100000 100000 100000 100000 100000 100000 100000 100000
100000 100000 100000 100000 100000 100000 100000 100000 100000 100000
100000 100000 100000 100000 100000 100000 100000 100000 100000 100000
100000 100000 100000 100000 100000 100000 100000 100000 100000 100000 
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- A more versatile synchronization is achived by using condition variables.
- Condition variables allow threads to synchronize based upon the actual value of data.
- Without condition variables, the programmer would need to have threads continually polling to check if the condition is 

met. 
- A condition variable is always used in conjunction with a mutex lock.

1. Initialize global variables which require synchronization.
2. Initialize a condition variable object
3. Initialize an associated mutex
4. Create threads A and B to do work 

1.Do work up to the point where a certain condition must
occur.
2. Lock associated mutex and check value of a global vari-
able
3. Call pthread_cond_wait() to perform a blocking
wait for signal from Thread-B. Note that a call to
pthread_cond_wait() automatically and atomically
unlocks the associated mutex variable so that it can be
used by Thread-B.
4. When signalled, wake up. Mutex is locked.
5. Explicitly unlock mutex
 6. Continue 

1. Do work
2. Lock associated mutex
3. Change the value of the global variable that Thread-A is
waiting upon.
4. Check value of the global Thread-A wait variable. If it ful-
fills the desired condition, signal Thread-A.
5. Unlock mutex.
6. Continue 

Join and continue.

Thread A Thread B
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- A simple example shows best how condition variables are used.

void *inc(void *arg) {
  int n;
  /* A small delay so that routine dec 
     has time to begin waiting. */
  sleep(1); 
  printf("Started inc.\n");
  pthread_mutex_lock(&limit_mutex);
  for (n=0;n<nmax;n++) {
    x+=lcg(&seed);
    if (x>=limit) {
      pthread_cond_signal(&limit_cond);
      printf("Inc sent the signal. (%d)\n",n);
      pthread_mutex_unlock(&limit_mutex);
      break;
    }
  }  
  printf("Inc finished.\n");
  pthread_exit(NULL);
}

void *dec(void *arg) {
  int n;
  printf("Started dec.\n");
  pthread_mutex_lock(&limit_mutex);
  while (x<=limit) {
    printf("Dec waiting for limit_cond.\n");
    pthread_cond_wait(&limit_cond,&limit_mutex);
    printf("Dec received condition signal.\n");
  }
  pthread_mutex_unlock(&limit_mutex);
  printf("Dec doing the rest.\n");
  for (n=0;n<nmax;n++) {
    x-=lcg(&seed);
  }
  printf("Dec finished.\n");
  pthread_exit(NULL);
}

Thread A Thread B

int main(void) {
  pthread_t incid,decid;
  seed=getseed();
  pthread_mutex_init(&limit_mutex,NULL);
  pthread_cond_init(&limit_cond,NULL);
  if (pthread_create(&incid,NULL,inc,NULL)) {printf("Error creating inc.");exit(-1);}
  if (pthread_create(&decid,NULL,dec,NULL)) {printf("Error creating dec.");exit(-1);}
  if (pthread_join(incid,NULL)) {printf("Error joining inc.");exit(-1);}
  if (pthread_join(decid,NULL)) {printf("Error joining dec.");exit(-1);}
  printf("Finished: %g\n",x);
  exit(0);
}

Main Definitions
int nmax=100000000;
double x=0.0;
int seed;
double limit=10000000.0;
pthread_mutex_t
limit_mutex;
pthread_cond_t limit_cond;
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- And the output of the program:

threads> gcc thread_condvar.c -lpthread
threads> a.out
Started dec.
Dec waiting for limit_cond.
Started inc.
Inc sent the signal. (19998079)
Dec received condition signal.
Dec doing the rest.
Inc finished.
Dec finished.
Finished: -3.99986e+07
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• Doing real parallel computations on SMP machines can be accomplished by using threads.
• Posix threads can be found on most Unix and Linux machines.

• However, rather low level programming is needed because the synchronization and data sharing must be explicitely done 
by the programmer. 

• Also, there is no standard API for Posix threads for Fortran. 
- Of course, you can write C wrappers for pthread routines. 
- However, it is by no means certain that Fortran libraries are thread-safe. 
- Well, if a Fortran compiler supports OpenMP then you can probably assume that the libraries are thread-safe because 

OpenMP is implemented using threads.

• Good sources of information are not hard to find by Google:
- http://www.llnl.gov/computing/tutorials/pthreads/ contains a good tutorial to pthreads. There are also examples of com-

bining MPI and threads.
- A short introduction to pthreads can also be found on IBM Developerworks: http://www-128.ibm.com/developerworks/

linux/library/l-posix1.html
- http://math.arizona.edu/~swig/documentation/pthreads/ contains example programs doing threaded matrix multiplication 

and LU decomposition.
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• A higher level API (Application Program Interface) to threads is OpenMP1.
- It is a standard describing an API for shared-memory parallel programming in both C/C++ and Fortran.
- Parallelization of program execution is done by compiler directives. Directives look like comments but are interpreted by 

an OpenMP aware compiler.
- An OpenMP program starts its execution as a single thread until a parallel region is encountered. 

- This means that the OpenMP directives added to an existing program don’t change its behavior when compiled using a 
OpenMP-ignorant compiler.

1. http://www.openmp.org/

#include <omp.h>

main ()  {
int var1, var2, var3;

/* Serial code */
. . .

/* Beginning of parallel section. */
#pragma omp parallel private(var1,var2) shared(var3)
  {

  /* Parallel section executed by all threads. */

  . . .

  /* All threads join master thread. */
  }  

/* Resume serial code. */

. . .
}

program hello
  integer :: var1, var2, var3
  
  ! Serial code 
      . . .

  ! Beginning of parallel section.
  !$omp parallel private(var1,var2) shared(var3)

  ! Parallel section executed by all threads.
      . . .
  ! All threads join master thread.

  !$omp end parallel

  ! Resume serial code 
      . . .

end program hello

C Fortran
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- In C OpenMP directives are given as a preprocessor command in the form

#pragma omp directive-name [clause,...]
- Each directive applies to at most one succeeding statement, which must be a structured block.
- In Fortran directives have the form

!$OMP directive-name [clause,...]
- Many Fortran directives come in pairs and have the form

!$OMP  directive 
[structured block of code]

!$OMP end  directive
- Note that in C the OpenMP directives are case-sensitive but in Fortran they are case-insensitive.
- OpenMP specification also allows conditional compilation: if the compiler is OpenMP compliant the following Fortran and 

C constructs are compiled:

Continued lines in Fortran:
!$OMP parallel &
!$OMP private(x)

Or:
!$OMP parallel &
!$OMP& private(x)

. . .
!$ i=omp_get_thread_num()
!$ print *,’I am thread ‘,i

. . .

#ifdef _OPENMP
i=omp_get_thread_num();
printf(“I am thread %d\n”,i);
#endif

program omp_hello
  use omp_lib
  implicit none
  integer :: tid,threads,i

  tid=9999999
  threads=8888888

  !$ call omp_set_num_threads(4)

  !$omp parallel private(tid),shared(i)

  !$ tid = omp_get_thread_num()
  !$ threads=omp_get_num_threads()
  i=tid
  print *, ’Hello world from thread = ’,&

&tid,’ out of ’,threads,i

  !$omp end parallel  

end program omp_hello

openmp> ifort -openmp omp_hello.f90
openmp> a.out
 Hello world from thread =            0  out of          4           0
 Hello world from thread =            1  out of          4           1
 Hello world from thread =            2  out of          4           2
 Hello world from thread =            3  out of          4           3
openmp> ifort omp_hello.f90
openmp> a.out
 Hello world from thread =      9999999  out of    8888888     9999999

Example
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- In order to enable OpenMP the compiler must be given the proper option:

Intel Linux (C and Fortran): option -openmp
GNU compilers (C and Fortran) option -fopenmp

 

- In addition to compiler directives OpenMP includes some library routines and evnironmental variable to control the pro-
gram behavior.

- The way to get the OpenMP library routines visible to the program source also varies:
In C a header file needs to be included: #include <omp.h>
In Fortran use the module: use omp_lib

- The OpenMP specifications for C and Fortran can be downloaded from 
http://www.openmp.org/  OpenMP Specifications

- Below we go through the most common OpenMP directives and library routines1. 

1. http://www.llnl.gov/computing/tutorials/openMP/, http://www.nersc.gov/nusers/help/tutorials/openmp/
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- The fundamental parallel construct is the parallel directive:

#include <stdio.h>
#include <omp.h>
int main ()  {
  int nthreads, tid;
  
  omp_set_num_threads(4);

#pragma omp parallel private(tid)
  {
    tid = omp_get_thread_num();
    printf("Hello World from thread = %d\n", tid); 
  }

  exit(0);
}

program omp_hello
  use omp_lib
  implicit none
  integer :: tid

  call omp_set_num_threads(4)

  !$omp parallel private(tid)
  tid = omp_get_thread_num()
  print *, ’Hello world from thread = ’, tid
  !$omp end parallel  

end program omp_hello

openmp> ifort -openmp omp_hello.f90
openmp> a.out
 Hello world from thread =            0
 Hello world from thread =            1
 Hello world from thread =            2
 Hello world from thread =            3

~/stltk> gfortran -fopenmp omp_hello.f90
~/stltk> a.out
 Hello world from thread =             0
 Hello world from thread =             1
 Hello world from thread =             2
 Hello world from thread =             3

~/stltk> pathf90 -mp omp_hello.f90
~/stltk> a.out
 Hello world from tHello world from thread =   2
 Hello world from thread =  0
 Hello world from tHello world from thread =   2
 Hello world from thread =  3
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- Statements between the Fortran directives or within the statement block in C are executed in parallel in separate 

threads.

Master thread

!$omp parallel

Thread 0 Thread 1 Thread n-1.    .    .

Master thread

!$omp end parallelImplied barrier

Master thread
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- A couple of definitions:

- Nested:  A parallel region is said to be nested if it appears within the dynamic extent of another parallel block.

- Lexical extend: Statements lexically contained within a structured block.

- Dynamical extend: In addition to the lexical extend includes the routines called from within the construct.

#include <omp.h>

void sub(int tid);

void main ()  {
  int tid;
  
  omp_set_num_threads(4);

#pragma omp parallel private(tid)
  {
    tid = omp_get_thread_num();
    printf("This is main: %d.\n",tid);
    sub(tid);
  }

  exit(0);
}

void sub(int tid) {
  printf("This is sub:  %d.\n",tid);
}

Lexical extend

Dynamical extend
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- The default number of threads created in the parallel region seems to be implementation dependent.

- In many cases it is the number of CPUs in the machine. 

- The block of code between the parallel directives (Fortran) or within the braces (C) should be a structured block:
1) It has one entry point at the top.
2) One point of exit at the bottom.

- Number of threads can be set explicitly by the library routine omp_set_num_threads:
Fortran: call omp_set_num_threads(4) 
C: omp_set_num_threads(4);

- Number of threads can also be set by using the environmental variable OMP_NUM_THREADS.
- The precedence of different ways to set the number of threads is 

1) num_threads clause (see below)
2) omp_set_num_threads function call
3) OMP_NUM_THREADS environmental variable

- The total number of threads (in the current position of the code) can be obtained by:
Fortran: nthreads=omp_get_num_threads()
C: nthreads=omp_get_num_threads();

- The number of the current thread (as rank in MPI) is queried by
Fortran: tid=omp_get_thread_num()
C: tid=omp_get_thread_num();
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- The directive has a couple of optional clauses that specify details of the parallel section.

- In C the most common ones are:
#pragma omp parallel [clause ...]  
clause = if (scalar_expression)

If scalar_expression evaluates to true only then is the section executed in many threads.
Otherwise the main thread executes it serially.

private (list)
List of variables that are private to each thread.

shared (list)
List of variables that are  common to each thread.

default (private | shared | none)
Default status of variables in the parallel block.

firstprivate (list)
Initialize each private copy to the value of the variable in the main thread.

reduction (operator: list) 
Reduction operation of variables using operator.

num_threads(scalar_integer_expression) 
Start this many threads.

- And in Fortran:
!$OMP PARALLEL [clause ...] 
clause = IF (scalar_logical_expression) 

PRIVATE (list) 
SHARED (list) 
DEFAULT (PRIVATE | SHARED | NONE) 
FIRSTPRIVATE (list) 
REDUCTION (operator: list) 
NUM_THREADS(scalar_integer_expression)
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- The clause private(var1,var2,...) creates a new objects for each thread for the variables in the list.

- This also applies to the master thread:

program omp_private
  use omp_lib
  implicit none
  integer :: tid,threads

  tid=9999999
  threads=8888888
  call omp_set_num_threads(4)

  !$omp parallel private(tid,threads)
  tid = omp_get_thread_num()
  threads=omp_get_num_threads()
  print *, ’Thread ’,tid,’ out of ’,threads
  !$omp end parallel  

  print *,’After parallel:’,tid,threads
end program omp_private

openmp> ifort -fpp -openmp omp_private.f90
openmp> a.out
 Thread            0  out of            4
 Thread            1  out of            4
 Thread            2  out of            4
 Thread            3  out of            4
 After parallel:     9999999     8888888

#include <stdio.h>
#include <omp.h>

int main ()  {
  int tid,threads;
  
  tid=9999999;
  threads=8888888;

  omp_set_num_threads(4);

#pragma omp parallel private(tid,threads) 
  {
    tid = omp_get_thread_num();
    threads = omp_get_num_threads();
    printf("Thread %d out of %d\n",tid,threads); 
  }

  printf("After parallel: %d %d\n",tid,threads);
  exit(0);
}
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- The reduction(operator:var1,var2,...) clause performs the reduction of variables var1,var2,... using  
operator.  Instead of operator an intrinsic function max, min, iand, ior, ieor can be used in Fortran.

program omp_reduction
  use omp_lib
  implicit none
  integer :: s,p,m,nt

  call omp_set_num_threads(4)
  s=0;p=1;m=-huge(m)

  !$omp parallel private(nt) &
  !$omp reduction(+:s) reduction(*:p) reduction(max:m)
  nt=omp_get_thread_num()
  s=nt+1
  p=nt+1
  m=nt+1
  !$omp end parallel  

  print *,s,p,m
end program omp_reduction

openmp> ifort -fpp -openmp omp_reduction.f90
openmp> a.out
          10          24           4

Note the initialization.

#include <stdio.h>
#include <omp.h>

int main ()  {
  int s,p,nt;
  
  omp_set_num_threads(4);
  s=0;
  p=1;

#pragma omp parallel private(nt) reduction(+:s) reduction(*:p)
  {
    nt=omp_get_thread_num();
    s=p=nt+1;
  }
  printf("%d %d\n",s,p);
  exit(0);
}

The IBM compiler seems to allow only reduction
operation inside the parallel region for the reduc-
tion variables. So the statements should be
changed to:
  s=s+nt+1
  p=p*(nt+1)
  m=max(m,nt+1)
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- So called work-sharing directives divide the execution of the enclosed code region among those threads that encounter 

it. They do not create threads themselves, so they must be inside a parallel region in order to execute in parallel.
- OpenMP allows to use shortcuts so that a parallel work-sharing directive can be specified on one line:

- Work-sharing directives are 
do 
sections
single
workshare

- Parallel version of these are obtained by prepending the word parallel before them:
!$omp parallel do 
!$omp parallel sections
!$omp parallel single
!$omp parallel workshare

- C doesn’t have do but for loops:
#pragma omp parallel for

$!omp parallel
!$omp work-sharing-directive

. . .
!$omp end work-sharing-directive
!$omp end parallel

!$omp parallel work-sharing-directive
. . .

!$omp end parallel work-sharing-directive
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- A trivial example of a parallel do:

program omp_pardo
  use omp_lib
  use sizes
  implicit none
  integer :: tid,threads,i,n,nt
  real(rk) :: s,t0,t1
  character(len=80) :: argu

  call getarg(1,argu); read(argu,*) nt
  call getarg(2,argu); read(argu,*) n

  call omp_set_num_threads(nt)
  tid = omp_get_thread_num()
  threads=omp_get_num_threads()

  s=0.0
  t0=omp_get_wtime()
  !$omp parallel do reduction(+:s)
  do i=1,n
     s=s+log(real(i,rk))
  end do
  !$omp end parallel do
  t1=omp_get_wtime()
  print *,nt,t1-t0,s

end program omp_pardo

#! /bin/csh
set n=10000000
foreach p (1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32)
    ./omp_pardo $p $n
end

Runscript

tCPU
a

Nproc
------------- b+=

a 1.830=
b 0.023=

Run at ibmsc.csc.fi

Just like MPI_Wtime()
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- What happens if we leave out the reduction clause:

program omp_pardo
  use omp_lib
  use sizes
  implicit none
  integer :: tid,threads,i,n,nt
  real(rk) :: s,t0,t1
  character(len=80) :: argu

  call getarg(1,argu); read(argu,*) nt
  call getarg(2,argu); read(argu,*) n

  call omp_set_num_threads(nt)
  tid = omp_get_thread_num()
  threads=omp_get_num_threads()

  s=0.0
  t0=omp_get_wtime()
  !$omp parallel do reduction(+:s)
  do i=1,n
     s=s+log(real(i,rk))
  end do
  !$omp end parallel do
  t1=omp_get_wtime()
  print *,nt,t1-t0,s

end program omp_pardo

openmp> ifort -fpp -openmp omp_pardo.f90
openmp> a.out 1 1000 ; a.out 2 1000 ; a.out 4 1000 ; a.out 8 1000 ;
           1  3.139972686767578E-004   5912.12817848817
           2  1.631975173950195E-003   5912.12817848817
           4  4.837894439697266E-002   5912.12817848817
           8  0.104144096374512        5912.12817848816

tof.acclab.helsinki.fi with reduction(+:s)

~/openmp> xlf90_r -qsmp=omp omp_pardo.f
~/openmp> a.out 1 1000 ; a.out 2 1000 ; a.out 4 1000 ; a.out 8 1000 ;
 1 0.249862670898437500E-03 5912.12817848817122
 2 0.453948974609375000E-03 5912.12817848816667
 4 0.796556472778320312E-03 5912.12817848816576
 8 0.191202163696289062E-01 5912.12817848816485

ibmsc.csc.fi with reduction(+:s)

~/openmp> xlf90_r -qsmp=omp omp_pardo.f
~/openmp> a.out 1 1000 ; a.out 2 1000 ; a.out 4 1000 ; a.out 8 1000 ;
 1 0.229120254516601562E-03 5912.12817848817122
 2 0.429868698120117188E-03 3300.79772002800746
 4 0.684738159179687500E-03 1607.95353268518625
 8 0.203824043273925781E-01 4304.17464580297474

ibmsc.csc.fi without reduction(+:s)

openmp> ifort -fpp -openmp omp_pardo.f90
openmp> a.out 1 1000 ; a.out 2 1000 ; a.out 4 1000 ; a.out 8 1000 ;
           1  2.939701080322266E-004   5912.12817848817
           2  0.101110935211182        5912.12817848817
           4  4.389095306396484E-002   5912.12817848817
           8  9.845399856567383E-002   5912.12817848817

tof.acclab.helsinki.fi without reduction(+:s)
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- The do directive can have the following clauses:

private(list), firstprivate(list), 
reduction(operator:list) 

As in parallel directive.

lastprivate(list)
Update the variables in list to the values 
of the sequentially last thread.

schedule(type,[chunk])
Specifies how to divide the iterations among the threads. 
type can be one of static, dynamic, guided, runtime.
For example schedule(static,100) divides the loop into pieces of 100  iteration 
and statically (in a round-robin fashion) allocates threads to these pieces. 
Using schedule(static,100) threads are dynamically allocated. When a thread has finished one part
of the iteration it starts another one. For more details see the OpenMP specification1.

ordered
Causes the iteration to be done in the sequential order.

1. http://www.openmp.org/

Code from previous page:
  !$omp parallel do lastprivate(i)
  do i=1,n
     s=s+log(real(i,rk))
  end do
  !$omp end parallel do
  t1=omp_get_wtime()
  print *,nt,t1-t0,s,i

openmp> a.out 4 1000
4  1.02210E-02 5912.12   1001
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- The sections directive specifies that code in the the enclosed section blocks are to be divided among the threads in 

the team. Each section is executed once.
program omp_sections
  use omp_lib
  implicit none
  integer :: tid,nt
  character(len=80) :: argu

  call getarg(1,argu); read(argu,*) nt
  call omp_set_num_threads(nt)

  !$omp parallel private(tid)
  !$omp sections

  !$omp section
  tid=omp_get_thread_num()
  print *,’I am a thread    ’,tid
  !$omp section
  tid=omp_get_thread_num()
  print *,’Minä olen säie ’,tid
  !$omp section
  tid=omp_get_thread_num()
  print *,’Jag är en tråd    ’,tid

  !$omp end sections
  !$omp end parallel  

end program omp_sections

#include <stdio.h>
#include <omp.h>

int main (int argc, char **argv)  {
  int tid,nt;

  nt=atoi(*++argv);
  omp_set_num_threads(nt);

#pragma omp parallel sections private(tid)
  {
    #pragma omp section
    {
      tid=omp_get_thread_num();
      printf("I am a thread    %d\n",tid); 
    }
    #pragma omp section
    {
      tid=omp_get_thread_num();
      printf("Minä olen säie %d\n",tid); 
    }
    #pragma omp section
    {
      tid=omp_get_thread_num();
      printf("Jag är en tråd    %d\n",tid); 
    }
  }

  exit(0);
}

~/openmp> xlc_r -
qsmp=omp omp_sections.c

~/openmp> a.out 1
I am a thread    0
Minä olen säie 0
Jag är en tråd    0

~/openmp> a.out 2
I am a thread    0
Jag är en tråd    0
Minä olen säie 1

~/openmp> a.out 3
I am a thread    2
Minä olen säie 0
Jag är en tråd    1

~/openmp> a.out 4
I am a thread    3
Minä olen säie 1
Jag är en tråd    0

~/openmp> a.out 4
I am a thread    1
Jag är en tråd    2
Minä olen säie 3
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- Clause lastprivate in sections directive:

program omp_sections_lastprivate
  use omp_lib
  implicit none
  integer :: i

  call omp_set_num_threads(4)

  !$omp parallel
  !$omp sections lastprivate(i)

  !$omp section
  i=omp_get_thread_num()
  !$omp section
  i=omp_get_thread_num()*10
  !$omp section
  i=omp_get_thread_num()*100
  !$omp section
  i=omp_get_thread_num()*1000

  !$omp end sections
  !$omp end parallel  

  print *,i
end program omp_sections_lastprivate

openmp> ifort -fpp -openmp omp_sections_lastprivate.f90
omp_sections_lastprivate.f90(10) : (col. 6) remark: OpenMP DEFINED SECTION WAS PARALLELIZED.

omp_sections_lastprivate.f90(9) : (col. 6) remark: OpenMP DEFINED REGION WAS PARALLELIZED.

openmp> a.out
        3000

lastprivate takes the lexically last value of the variable.

#include <stdio.h>
#include <omp.h>

int main ()  {
  int i;

  omp_set_num_threads(4);

#pragma omp parallel sections lastprivate(i)
  {
#pragma omp section
    {i=omp_get_thread_num();}
#pragma omp section
    {i=omp_get_thread_num()*10;}
#pragma omp section
    {i=omp_get_thread_num()*100;}
#pragma omp section
    {i=omp_get_thread_num()*1000;}
  }
  printf("%d\n",i);
  exit(0);
}
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- The single directive specifies that the enclosed code is to be executed by only one thread. 

- Other threads  wait at the end single directive unless nowait is specified.
- It is illegal to branch out of a single block.

- Clause copyprivate(list) copies the values of the variables in list to corresponding variables in other threads.

!$omp single [clause ...]

. . .

!$omp end single [end_single_modifier]

clause = 
private(list)
firstprivate(list)

end_single_modifier =
copyprivate(list)
nowait

#pragma omp single [clause ...]
{

. . .
}

clause =
private(list)
firstprivate(list)
copyprivate(list)
nowait
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- Example:

program omp_single
  use omp_lib
  implicit none
  integer :: n,t

  call omp_set_num_threads(4)
  n=9999

  !$omp parallel private(t) firstprivate(n)

  t=omp_get_thread_num()
  print *,’Before:’,t,n

  !$omp barrier
  !$omp single 
  write(6,’(a)’,advance=’no’) ’Give n: ’
  read(5,*) n
  !$omp end single copyprivate(n)

  print *,’After:’,t,n

  !$omp end parallel  

end program omp_single

openmp> ifort -fpp -openmp omp_single.f90
omp_single.f90(9) : (col. 6) remark: OpenMP DEFINED REGION
WAS PARALLELIZED.
openmp> a.out
 Before:           0        9999
 Before:           1        9999
 Before:           2        9999
 Before:           3        9999
Give n: 10
 After:           0          10
 After:           1          10
 After:           2          10
 After:           3          10

#include <stdio.h>
#include <omp.h>

int main ()  {
  int n,t;
  
  omp_set_num_threads(4);
  n=9999;
  
#pragma omp parallel private(t) firstprivate(n)
  {
    t=omp_get_thread_num();
    printf("Before: %d %d\n",t,n);
#pragma omp barrier
#pragma omp single copyprivate(n)
    {
      printf("Give n: ");
      scanf("%d",&n);
    }
    printf("After: %d %d\n",t,n);
  }
  exit(0);
}
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- The workshare directive is a tool to divide mainly array related tasks between threads.

- It is only available in Fortran (Sorry guys!).

- The workshare directive divides the work of the enclosed code into separate units of work and distributes it to the 
threads.

- The units of work may be assigned to threads in any manner as long as each unit is executed exactly once.
- In the OpenMP specification there are accurate definitions of what constitutes a unit of work.

- For array expressions within each statement:
- Evaluation of each element of the array expression is a unit of work.
- Evaluation of transformational array intrinsic functions may be subdivided into any number of units of work.

- In array assignments, the assignment of each element is a unit of work.
- Each scalar assignment operation is a single unit of work.
- In application of an elemental function to an array argument each array element is treated as a unit of work.
- where and forall constructs can be divided into units of work.
- Each atomic directive and critical construct is a unit of work.
- Each parallel construct is a single unit of work with respect to the workshare construct. 
- If none of the rules above apply to a portion of a statement in block, then that portion is a single unit of work.

- The transformational array intrinsic functions are matmul, dot_product, sum, product, maxval, minval, 
count, any, all, spread, pack, unpack, reshape, transpose, eoshift, cshift, minloc, maxloc

!$omp workshare
. . .

!$omp end workshare [nowait]
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- The code block within the master directive is executed only by the master thread:

- And just as in MPI OpenMP has the barrier directive:

- The execution of threads is continued only after all threads have reached the barrier directive.

- To prevent race conditions a section of parallel code that should be executed by only one thread at a time can be 
enclosed by the critical directive:

- A critical section can be given a name which is visible to all other threads. 
- A thread waits at the beginning of a critical section until no other thread is executing a critical section with the same 

name. 
- All unnamed CRITICAL directives map to the same name. 

!$omp master
. . .

!$omp end master [nowait]

#pragma omp master
{
  . . . 
}

!$omp barrier #pragma omp barrier

!$omp critical [name]
. . .

!$omp end critical [name]

#pragma omp critical [nanme]
{
  . . . 
}
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- The atomic directive ensures that a specific memory location is updated atomically, rather than exposing it to the pos-

sibility of multiple, simultaneous writing threads,

where expression-statement is one of 

- The flush directive identifies a point at which the implementation is required to ensure that each thread in the team 
has a consistent view of certain variables in memory. It has the form

- The directive should be used so that the threads using it are synchronized.
- Many directives do an implied flush:  barrier, critical, end critical, end do, end sections, end 
single, end workshare, ordered, end ordered, parallel, end  parallel, parallel do, end paral-
lel, do parallel sections, end parallel sections, parallel workshare, end parallel work-
share

- The flush directive is not implied if a nowait clause is present.

!$omp atomic
expression-statement

#pragma omp atomic
expression-statement

x = x operator expr
x = expr operator x
x = intrinsic_procedute(x,expr_list)
x = intrinsic_procedute(expr_list,x)

x operator=expr
x++
++x
x--
--x

operator = + * - / & ^ | << >>operator = + * - / .and. .or. .eqv. .neqv.

Fortran C

!$omp flush [list] #pragma omp [list]
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- OpenMP specification defines a couple of run-time library routines.

- Execution environment routines

omp_set_num_threads(integer) 
Sets the number of threads to use in the subsequent parallel regions.

omp_get_num_threads() 
Returns the number of threads currently executing.

omp_get_max_threads() 
Returns the maximum value that can be returned by the function omp_get_num_threads().

omp_get_thread_num() 
Returns the number of the current thread. It is in the interval .

omp_get_num_procs()
Returns the number of processors that are available to the program.

omp_in_parallel() 
Returns true if the current point of execution is in the parallel region.

0 omp_get_num_threads() 1–
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- If dynamic adjustment of number of threads is enabled, the number of threads used  in parallel regions can be 

adjusted automatically by the run-time environment.

omp_set_dynamic(logical)  Enables or disables dynamic adjustment of the number of threads available 
for execution of parallel regions.

omp_get_dynamic() Returns true if the dynamic adjustment is enabled.

- The default value returned by omp_get_dynamic() seems to vary:
Intel Linux compilers, GNU compilers: .false.

- If nested parallelism is disabled (default), nested parallel regions are serialized and executed by the current thread. If  
enabled, nested parallel regions can deploy additional threads to form the team.

omp_set_nested(logical) Enables or disables nested parallelism. 
omp_get_nested()  Returns true if nested parallelism is enabled.
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- Lock routines take lock variables as arguments. A lock variable must be accessed only through the routines described in 

this section. For all of these routines, a lock variable should be of type integer and large enough to hold an address1.
- Nestable locks may be locked multiple times by the same thread before being unlocked; simple locks may not be 

locked if they are already in a locked state. Below svar is a simple lock variable and nvar is a nestable lock variable.

omp_init_lock(svar), omp_init_nest_lock(nvar)
Initialize lock variables

omp_destroy_lock(svar), omp_destroy_nest_lock(nvar)
Free the lock variables.

omp_set_lock(svar), omp_set_nest_lock(nvar)
Force the thread executing the subroutine to wait until the specified lock is available and then set the lock. 
A nestable lock is available if it is unlocked or if it is already owned by the thread executing the subroutine.

omp_unset_lock(svar), omp_unset_nest_lock(nvar)
Release ownership of the lock.

omp_test_lock(svar), omp_test_nest_lock(nvar)
Attempt to set a lock but do not cause the execution of the thread to wait.

- Timing routines

omp_get_wtime()
Returns a double precision value equal to the elapsed wallclock time in seconds since an arbitrary time 
in the past. Cf. MPI_Wtime().

omp_get_wtick()
Returns a double precision value equal to the number of seconds between successive clock ticks.

1. In some impllementation a constant omp_lock_kind is defined for Fortran.

 Tools for High Performance Computing 2013:   5. Parallel computations                                                                                                                                               113

Parallel computations: threads, OpenMP and such 
- An example of using lock with OpenMP.

/* Example from the OpenMP specification document. */
/* www.openmp.org */

#include <stdio.h>
#include <omp.h>

void work(int id);
void skip(int id);

int main()
{
  omp_lock_t lck;
  int id;
  
  omp_set_num_threads(4);
  omp_init_lock(&lck);

#pragma omp parallel shared(lck) private(id)
  {
    id = omp_get_thread_num();
    omp_set_lock(&lck);
    printf("My thread id is %d.\n", id);
    /* only one thread at a time can execute this printf */
    omp_unset_lock(&lck);
    while (! omp_test_lock(&lck)) {
      skip(id); /* we do not yet have the lock, so we must do something else */
    }
    work(id); /* we now have the lock and can do the work */
    omp_unset_lock(&lck);
  }

  omp_destroy_lock(&lck);
}

void work(int id) {};void skip(int id) {};
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- Finally certain features of the OpenMP execution environment can be controlled by environmental variables.

OMP_SCHEDULE 
Applies to do and do parallel directives that have the schedule type runtime.

OMP_NUM_THREADS
Sets the number of threads to use during execution, unless changed by omp_set_num_threads 
routine call.

OMP_DYNAMIC
Enables or disables dynamic adjustment of the number of threads. Allowed values are TRUE and FALSE.

OMP_NESTED
Enables or disabels nested parallelism. Allowed values are TRUE and FALSE.

 Tools for High Performance Computing 2013:   5. Parallel computations                                                                                                                                               115

Parallel computations: threads, OpenMP and such 
• This was a short introduction to parallel programming in shared memory machines using OpenMP.

• Resources for more information is easy to find:

- One of the most important one is the OpenMP home page at http://www.openmp.org/
- The OpenMP specification documents have many example code snippets. 

However, they are in PDF documents; I haven’t found a link to download them in plain ASCII.
- NERSC1 has a nice short Open MP tutorial (only Fortran and a bit IBM specific) at 

http://www.nersc.gov/nusers/help/tutorials/openmp/
- LLNL2 OpenMP tutorial (both Fortran and C) is also good: http://www.llnl.gov/computing/tutorials/openMP/

- They have also other tutorials; check out http://www.llnl.gov/computing/hpc/training/

1. National Energy Research Scientific Computing Center
2. Lawrence Livermore National Laboratory


